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The emergence of confidential HPC (cHPC)

NIST Special Publication
NIST SP 800-223 ipd

High-Performance Computing
(HPC) Security:

Architecture, Threat Analysis, and Security Posture
Initial Public Draft

Yang Guo

Ramaswamy Chandramouli
Lowell Wofford

Rickey Gregg

Gary Key

“Security is essential to achieving

the [...] benefits of HPC [...]”

A\ @

Confidential Inference
Systems

Design principles and security

Version 1.0, June 2025

- “[...] At Anthropic, we
[...] ensure [...] trust is

cryptographically
guaranteed. [...]”

Confidential Computing on NVIDIA H100
GPUs for Secure and Trustworthy Al

Secure Al

NVIDIA Blackwell includes NVIDIA Confidential Computing, which protects

sensitive data and Al models from unauthorized access with strong hardware-
based security. NVIDIA Blackwell is the first TEE-I/O capable GPU in the industry,

Confidential Machine Learning within Graphcore IPUs

Kapil Vaswani,! Stavros Volos,! Cédric Fournet,! Antonio Nino Diaz,! Ken Gordon,! Balaji Vembu,? Sam Webster,! David Chisnall,!
Saurabh Kulkarni,2 Graham Curmingham,2 Richard Osborne,? Dan Wilkinson?
IMicrosoft Research  2Graphcore

Security is anchored by the NVIDIA BlueField Advanced Secure Trusted Resource Architecture,
enabling service providers to create secure, bare-metal compute instances with zero-trust tenant
isolation and full software-defined infrastructure control.

HPC hardware releases introduce

security (H100, B100, Graphcore IPUs)
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Modern Secure Systems from an HPC perspective

Heterogeneous HPC nodes have a lot of

secure systems

@CPU (SOCkEt O) System interconnect
(e.g., Ethernet)
e o Astelenter  NEMOMK Storage
PU, FPGA, NIC, sN
Corel — SHANI @ (FXS = Local, Remote
Core 2 — ARM Crypto® PCle IDE @ AES-GCM @) S
TEE module e CC module & IPsec @ SED O
Sl s @ Node interconnect (e.g., PCle)
AES-XTS
@ Memory bus (DDR] Memory NUMA 0 {00

Interconnect protection @)

Socket interco‘ﬁmect (e.g., UPI) Accelerator Network Stora ge

- CPU (socket 1) Memory NUMA 1
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Modern Secure Systems from an HPC perspective

Heterogeneous HPC nodes have a lot of

secure systems
{®:CPU (socket 0)

System interconnect
(e.g., Ethernet)

What are the overheads of these systems? Core0 — AESNI ® Accelerator Network
GPU, FPGA, ASIC NIC, sNIC Storage
Corel — SHANI ® (FXS = Local, Remote
Core 2 — ARM Crypto® PCle IDE @ AES-GCM @) S
TEE module a CC module & IPsec @ S0 O
SC2 Dl @ Node interconnect (e.g., PCle)
AES-XTS Memory NUMA O {2000

Memory bus (DDR)
Interconnect protection @)

Socket interco‘ﬁmect (e.g., UPI)

- CPU (socket 1)

Accelerator

Memory NUMA 1

Network
Storage
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Modern Secure Systems from an HPC perspective

Heterogeneous HPC nodes have a lot of
secure systems

What are the overheads of these systems?

cHPC needs to secure not only compute

How do tradeoffs for these areas look like?

{®:CPU (socket 0)

System interconnect
(e.g., Ethernet)

Network

Core0 — AESNI ® Accelerator

GPU, FPGA, ASIC NIC, sNIC Storage
Corel — SHANI ® (FXS = Local, Remote
Core 2 — ARM Crypto® PCle IDE @) AES-GCM®) =
TEE module e CC module & IPsec @ SED O

PCle IDE @
AES-XTS

Node interconnect (e.g., PCle)

Memory NUMA O (2000

Memory bus (DDR)
Interconnect protection @)

Accelerator Network

Socket intercoimect (e.g., UPI)

- CPU (socket 1)

Storage
Memory NUMA 1




MSPOL Y. ' <@ cscs ETH:ziirich

spcl.ethz.ch

Modern Secure Systems from an HPC perspective

Heterogeneous HPC nodes have a lot of
secure systems

E(‘,ir)ECPU (SOCkEt O) System interconnect
(e.g., Ethernet)
What are the overheads of these systems? Core0 —  AESNI © Accelerator  Network
GPU, FPGA, ASIC NIC, sNIC Storage
Core 1 — SHA-NI @ '@ g Loca|’ Remote
Core 2 — ARM Crypto® PCle IDE @) AES-GCM®) =
cHPC needs to secure not only compute TEE module & CC module & IPsec @ SEDINC)

PCle IDE
dis @ Node interconnect (e.g., PCle)

How do tradeoffs for these areas look like? AES-XTS @ v Memory NUMA 0 {200
emory bus (DDR)

Interconnect protection @)
Socket intercoimect (e.g., UPI) Accelerator Network

Applications have different security needs {®: CPU (socket 1)

S

Storage
Memory NUMA 1

()

How to characterize them?
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Modern Secure Systems from an HPC perspective

Heterogeneous HPC nodes have a lot of
secure systems

What are the overheads of these systems?

cHPC needs to secure not only compute

How do tradeoffs for these areas look like?

Q)
Q)

Applications have different security needs

How to characterize them?

{®:CPU (socket 0)

System interconnect
(e.g., Ethernet)

e T e
PU, FPGA, NIC, sN
Corel — SHANI @ (FXS = Local, Remote
Core 2 — ARM Crypto® PCle IDE @ AES-GCM @) S
TEE module a CC module & IPsec @) SEDINC)
PCle IDE @ Node interconnect (e.g., PCle)
AES-XTS
Memory bus (DDR) Memory NUMA O =000
Interconnect protection @)
Socket intercoimect (e.g., UPI) Accelerator Network Storage
EGHF CPU (socket 1) Memory NUMA 1

0 No platform characterizing clearly security and its performance costs



MSPOL Y. ' <@ cscs ETH:ziirich

spcl.ethz.ch

SecPerf design
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SecPerf design

Expands User ‘

System description | {[m]:

Generalizable system model
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SecPerf design

Expands

System description | {m]; Gives hardware purpose and interfaces

Generalizable system model
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SecPerf design

Expands User ‘

System description | {m:

Gives hardware purpose and interfaces

Generalizable system model

Facilitators Accelerators

@ Facilitators provide security while accelerators deal with data-path performance
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SecPerf design
Expands

System description | i Gives hardware purpose and interfaces

Facilitators Accelerators

Generalizable system model

© Keystone

@ Facilitators provide security while accelerators deal with data-path performance
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SecPerf design
Expands

O .

Gives hardware purpose and interfaces

System description | {m:

Generalizable system model

@ intel
SGX TDX

© Keystone

@ Facilitators provide security while accelerators deal with data-path performance
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SecPerf design
Expands

System description | {[m]:

Gives hardware purpose and interfaces

Generalizable system model

@ (intel') AES-NI

SGX

Qrim crypto
© Keystone

{&‘ GGAs
Ao _CA & XILINX

bitstream

@ Facilitators provide security while accelerators deal with data-path performance
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SecPerf design
Expands

System description | {[a: Gives hardware purpose and interfaces

Generalizable system model

intel) AES-NI PCl| >

(@ ExPrESS
arim crypto IDE

(intel) MKTME

© Keystone

}& GGAs
Ao _CA & XILINX

bitstream E SED offload

NUMA encryption

@ Facilitators provide security while accelerators deal with data-path performance
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SecPerf design

Expands User .

System description | {[m]:

Generalizable system model

Generalizable security model
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SecPerf design

Expands Needed to compare performance fairly
Needs to be simple

System description | {[m]:

Generalizable system model

Generalizable security model
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SecPerf design

Expands Needed to compare performance fairly
Needs to be simple

System description | {[m]:

QTrust into hardware

Generalizable system model

Generalizable security model
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SecPerf design

Expands Needed to compare performance fairly
Needs to be simple

System description | {m:

QTrust into hardware @ Data protection

Generalizable system model

Generalizable security model
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Needed to compare performance fairly

System description | {m:

Generalizable system model

Generalizable security model

Needs to be simple

QTrustinto hardware @ Data protection
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SecPerf design
Expands

e cscs ETHzirich

Needed to compare performance fairly

System description | {m:

Generalizable system model

Generalizable security model

QTrust into hardware

Data-in-use

Confidentiality

Integrity

Freshness

Needs to be simple

@ Data protection

53



ML .

spcl.ethz.ch

SecPerf design
Expands

System description | {m:

Generalizable system model

Generalizable security model

e cscs ETHzirich

Needed to compare performance fairly

QTrust into hardware

Data-in-use

Needs to be simple

@ Data protection

Data-at-rest

Confidentiality

Integrity

Freshness
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SecPerf design
Expands

System description | {m:

Generalizable system model

Generalizable security model

e cscs ETHzirich

Needed to compare performance fairly

QTrust into hardware

Data-in-use

Needs to be simple

@ Data protection

Data-at-rest

Confidentiality

Intel TDX
AES-XTS

Integrity

Freshness
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SecPerf design
Expands

System description | {m:

Generalizable system model

Generalizable security model

e cscs ETHzirich

Needed to compare performance fairly

QTrust into hardware

Data-in-use

Needs to be simple

@ Data protection

Data-at-rest

Confidentiality

Intel TDX
AES-XTS

Integrity

Wireguard
Poly1305

Freshness
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SecPerf design
Expands

System description | {m:

Generalizable system model

Generalizable security model

e cscs ETHzirich

Needed to compare performance fairly

QTrust into hardware

Data-in-use

Needs to be simple

@ Data protection

Data-at-rest

Confidentiality

Intel TDX
AES-XTS

Integrity

Wireguard
Poly1305

Freshness

dm-x
Merkle tree
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SecPerf design
Expands

System description | {[m]:

Generalizable system model

Generalizable security model

e cscs ETHzirich

Needed to compare performance fairly

QTrust into hardware

Data-in-use

Needs to be simple

@ Data protection

Data-at-rest

Freshness

Merkle tree

PSN window

Confidentiality Intel TDX TLS dm-crypt
AES-XTS ChaCha20 AES-XTS
: TDX ECC fields Wireguard dm-integrity
NLESHIEY SHA3 Poly1305 AES-GCM
SGX vl IPsec dm-x

Merkle tree
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SecPerf design
Expands

System description | {m:

Generalizable system model

Generalizable security model

e cscs ETHzirich

Needed to compare performance fairly

QTrust into hardware

Data-in-use

Needs to be simple

@ Data protection

Data-at-rest

Confidentiality Intel TDX TLS dm-crypt
AES-XTS ChaCha20 AES-XTS
: TDX ECC fields Wireguard dm-integrity
NLESHIEY SHA3 Poly1305 AES-GCM
SGX vl IPsec dm-x
Merkle tree PSN window Merkle tree

@ Minimal differentiable and high-level set of security properties
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SecPerf design

Expands User ‘

System description | {m:

Generalizable system model

Generalizable security model
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SecPerf design

Expands Combined in a table with hardware,
primitives, benchmarks, and frontends

System description

Guarantees (use, motion, store)

System Confidentiality  Integrity Freshness  Trust Type Hardware Primitives Frontends Benchmark
. Encryption AES CTR256, AES XTS256, CryptoPP, libsodium,
Generalizable system model primitives EEE 000 000 O 6 ASSNLSIMD ChaCha2 OpenSSL Own
Hashing SHA-NI, SIMD, SHA256, SHAS12, CryptoPP, libsodium, Own
primitives ooo EEE 000 O & BF2 GGA Blake2, Blake3 OpenSSL, BLAKE3, DOCA DOCA Bench
AEAD AES GCM, AEGIS128L, CryptoPP, libsodium,
primitives L L EEE (00 [0 ¢ AESN,SIMD ChaCha20-Poly1305 OpenSSL Own
AES-NI, SIMD Wireguard, OpenSwan UCX, OSU, Graph500
IEScd um om0 Omd O [ BF2 NIC BIED @bl NIC offload LULESH, ML proxy
Intel MKTME OO [ o o o R o Y ) MKTME EE AES XTS, SHA3 -
AMD SME B0 oog ooo oo [~ SME EE AES XEX - MLC
G I. bI -t d I NUMA encryption OomQd Omo  O0g O [\ ? ? -
eneralizable security moade AMD SEV/ES mOO OO0 OO0 M @  AMDSEVES _ _ e G
Black Scholes, GEMM,
AMD SEV-SNP m0 D00 OO0 ®W @ AMDSEV-SNP = = GROMACS, LULESH,
Intel TDX | [mm| mOO OO0 m ¢ Intel TDX - - HPCG, HPL, MILC,
Intel SGX (classic) [ |mm| | || WO ] | Intel SGX - = NPB, SPEC CPU 2017,
Intel SGX (scalable) LI EO00 OO0 m ¢ Intel SGX - - LECC
Accelerator PCle NVIDIA bounce .
encryption Umo Lm0 poo u @ buffer EE AES-GCM - NVbandwidth
NVIDIA H100 NVIDIA bounce
Confidential GPU | oo 0o W ¢ buffer EE - - il
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SecPerf design
Expands

e cscs ETHzirich

Combined in a table with hardware,

System description

Generalizable system model

Generalizable security model

primitives, benchmarks, and frontends

Guarantees (use, motion, store)

System Confidentiality  Integrity Freshness  Trust Type Hardware Primitives Frontends Benchmark
Encryption AES CTR256, AES XTS256, CryptoPP, libsodium,
primitives EEE 000 OO0 O ¢ ABSNLSIMD ChaCha20 OpenSSL Own
Hashing SHA-NI, SIMD, SHA256, SHAS512, CryptoPP, libsodium, Own
primitives ooo EER 000 o @ BF2 GGA Blake2, Blake3 OpenSSL, BLAKE3, DOCA DOCA Bench
AEAD AES GCM, AEGIS128L, CryptoPP, libsodium,
primitives L L EEE (00 [0 ¢ AESN,SIMD ChaCha20-Poly1305 OpenSSL Own
AES-NI, SIMD Wireguard, OpenSwan UCX, OSU, Graph500
IEScd um om0 Omd O [ BF2 NIC BIED @bl NIC offload LULESH, ML proxy
Intel MKTME HOO EOO OO0 O [\ MKTME EE AES XTS, SHA3 -
AMD SME HOO O0oOo OOog O [\ SME EE AES XEX - MLC
NUMA encryption om0 om0 0od O f) ? ? -
AMD SEV/ES WO [ | Y o | @ AMDSEVZES = = ek Seholes. G
Black Scholes, GEMM,
AMD SEV-SNP WO [ o | @ AMD SEV-SNP = = GROMAGS, LULESH.
Intel TDX | [mm| mOO OO0 m ¢ Intel TDX - - HPCG, HPL, MILC,
Intel SGX (classic) | [m|m| HOO WEOO | | Intel SGX - - NP, SP'IralscC(l:) v 2ot
Intel SGX (scalable) [ [mm BOO OO0 ] | Intel SGX = = :
Accelerator PCle NVIDIA bounce .
encryption Umo Lm0 poo u Q buffer EE AES-GCM - NVbandwidth
NVIDIA H100 NVIDIA bounce
Confidential GPU | oo 0o W ¢ buffer EE - - il

@ Differentiate solutions by guarantees provided by default
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SecPerf design

Expands User ‘

System description | {m:

Generalizable system model

Generalizable security model

System configuration
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SecPerf design
Expands

System description | {m:

Generalizable system model Configures 1

Benchmark specification {}

Generalizable security model

System configuration
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SecPerf design
Expands

System description | {m:

Generalizable system model Configures 1

Benchmark specification {}

Unified C++
interface

Generalizable security model

System configuration
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SecPerf design
Expands

System description | {m:

Generalizable system model Configures 1

Benchmark specification {}

Generalizable security model U.”iﬁEd Ct+ : Python
interface interface

A

System configuration
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SecPerf design
Expands

System description | {m:

Generalizable system model Configures 1

Benchmark specification {}

Generalizable security model

YAML Unified C++ Python
configuration interface interface

YA

System configuration ML

A
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SecPerf design

Runtime

Expands User ‘ unt @
...... , - ‘Runs

System description | {[m]: ‘

Generalizable system model Configures 1

Benchmark specification {}

Generalizable security model

YAML Unified C++ Python
configuration interface interface

YA

System configuration ML

A
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SecPerf design

Runtime
Expands User ‘ um : @
- CMD scripts
...... , Runs
System description | {[m]: ‘

Generalizable system model Configures 1

Benchmark specification {}

Generalizable security model

YAML Unified C++ Python
configuration interface interface

YA

System configuration ML
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SecPerf design |
Expands User Runtime @

o
-,
...... uns

System description | {[m]:

Generalizable system model Configures 1

Benchmark specification {}
YAML Unified C++
configuration interface

System configuration ML

Generalizable security model
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SecPerf design |
Expands User Runtime @

-
...... Runs

System description | {[m]:

Generalizable system model Configures 1

Benchmark specification {}
YAML Unified C++
configuration interface

System configuration ML

Generalizable security model
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SecPerf design |
Expands User RS,

-
...... Runs

System description | {[m]:

Generalizable system model Configures 1

Benchmark specification {}

Generalizable security model

Wlic
System configuration ML

We measure 25 algorithms, 18 network primitives, 29 modern HPC application variants, providing 12 insights and 8 recommendations

This makes SecPerf largest evaluation to date of secure hardware and systems.
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SE|ect Systems Q Which hashing algorithm is best for secure storage?

Hazel: Secure and Efficient Disaggregated Storage

Marcin Chrapek, Meni Orenbach, Ahmad Atamli, Marcin Copik, Mikhail Khalilov, Fritz Alder, Torsten Hoefler -
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Q Which hashing algorithm is best for secure storage?

Select systems

@ Implemented 12 different interfaces for hashing (C++ interface)

E SIMD -®- OpenSSL::SHA2564:

® SHANDL 4. Cryptopp::SHA256

1o BE yptopp:: &
-A- Libsodium::SHA256 €8¢
@ DOCA::SHA256 =3

-%- OpenSSL::SHA5124

-¢- Cryptopp::SHA512 8
-x- Libsodium::SHA512
~x- DOCA::SHA512

-8- OpenSSL::BLAKE2=
-+~ Cryptopp::BLAKE2 =
=¥~ Libsodium::BLAKE2 =

BLAKE3::BLAKE3 =

Hazel: Secure and Efficient Disaggregated Storage
Marcin Chrapek, Meni Orenbach, Ahmad Atamli, Marcin Copik, Mikhail Khalilov, Fritz Alder, Torsten Hoefler -
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Select systems

@ Implemented 12 different interfaces for hashing (C++ interface)

= SIMD
@ SHA-NI
&3 BF2

-® OpenSSL::SHA2564
-+ Cryptopp::SHA2564
-A- Libsodium::SHA256 €8¢
@ DOCA::SHA256 =3

-%- OpenSSL::SHA5124

-¢- Cryptopp::SHA512 8

-x- Libsodium::SHA512
~x- DOCA::SHA512

-8- OpenSSL::BLAKE2=
-+~ Cryptopp::BLAKE2 =
=¥~ Libsodium::BLAKE2 =

BLAKE3::BLAKE3 =

Throughput (MB/s)

Q Which hashing algorithm is best for secure storage?

Throughput (1 thread)

1 X,
PR .
10 5 Wi 5
E B
w i
P VL o ke e e o i 4
103 4 2= = =Y=V=Y=Y=Y—y—V-Y
By == SANEN D R =L = = ==Y
s —g;t 3 S S S O i
£ o amA—A—A—A—A—A—A—A—A
] “'/V :75/*
2 Nl | A
109y sin?
Y4
|t
10! 4 -/;/
] ‘i‘/
T T T T T T T T T T T T T T T T T T T
DDV DVDVDVDDDDDDDDD
SNTOONFOONTLLLLLLLL
NN,ONNVOOCDNVOO(O
~ m © L\J’ ,l'\?
Buffer Size

Hazel: Secure and Efficient Disaggregated Storage

Marcin Chrapek, Meni Orenbach, Ahmad Atamli, Marcin Copik, Mikhail Khalilov, Fritz Alder, Torsten Hoefler

e cscs ETHzirich
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SE|ect Systems Q Which hashing algorithm is best for secure storage?

@ Implemented 12 different interfaces for hashing (C++ interface)

E SIMD -®- OpenSSL::SHA2564:

® SHANDL 4. Cryptopp::SHA256

1o BE yptopp:: &
-A- Libsodium::SHA256 €8¢
@ DOCA::SHA256 =3

Throughput (1 thread)

10% E

-%- OpenSSL::SHA5124

-¢- Cryptopp::SHA512 8

-x- Libsodium::SHA512
~x- DOCA::SHA512

103 E
] FA—A—A—A—A—A

102 E

Throughput (MB/s)

-u- OpenSSL::BLAKE2S 10! 4
-+- Cryptopp::BLAKE2 = ]

-V~ Libsodium::BLAKE2 = % Q .I .I Q0209

g~

X
BLAKE3::BLAKE3 = Buffer Size

L
Q329
NE L
irn N

Hazel: Secure and Efficient Disaggregated Storage
Marcin Chrapek, Meni Orenbach, Ahmad Atamli, Marcin Copik, Mikhail Khalilov, Fritz Alder, Torsten Hoefler e
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SE|ect Systems Q Which hashing algorithm is best for secure storage?

@ Implemented 12 different interfaces for hashing (C++ interface)

E SIMD -®- OpenSSL::SHA2564:
# SHANI . Cryptopp::SHA2564 Throughput (1 thread)
BF2 ]
-A- Libsodium::SHA256 €8¢ 104 -
-®- DOCA::SHA256 &3 ]
0
m
- OpenSSL::SHA5124 S 103 4
-¢- Cryptopp::SHA512 8 5 FA—A—A—A—A—A
= Libsodium::SHA512 4 I 1
2 102 5
~*- DOCA::SHA512 S ]
c
o],
-u- OpenSSL::BLAKE2S 10! 4
-+- Cryptopp::BLAKE2 = 1

-V~ Libsodium::BLAKE2 = % Q .I .I 0009090

I BLAKE3::BLAKE3 = I

5128 -
-ZK,B -
2K/B -
4K,B -

BLAKE3 performs well for 1-4 KiB and

requires less trust than offloading

Hazel: Secure and Efficient Disaggregated Storage
Marcin Chrapek, Meni Orenbach, Ahmad Atamli, Marcin Copik, Mikhail Khalilov, Fritz Alder, Torsten Hoefler -
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SE|ect Systems Q Which hashing algorithm is best for secure storage?

@ Implemented 12 different interfaces for hashing (C++ interface)

= SIMD -@ OpenSSL::SHA2564 _
ﬁ;l;?-m 4 Cryptopp::SHA2564 Throughput (1 thread) Operation (1 thread)
| b —
-A- Libsodium::SHA256 4 10° e W 3000 N
3 p ===
-®- DOCA::SHA256 &3 ] e /"
g ’{:++$+++ 1000 /:f
[a8) l“’m:“ S chek chab b chal el Chel Chab o - A v
-%- OpenSSL::SHA5124 S 103 4 P ST S e e — 1 Q/ '&’,
= E AN S i 2 W f /-l:
-¢- Cryptopp::SHA512 8 = .;.//. ﬂ,ga%—A—A—A-A—A-A-A-A-A = ] .7 -4,! /
N NG Ak A '+ [
-« Libsodium::SHA512 4 % L7 ] 4/;;/: ) £ 300 =:=:==__‘_¢l/j‘/v/"
< 2% = = i R\ /)'(—)'(—' % f;
~+- DOCA::SHA512 3 § /aéy/r" 7 - #Zv:¢:¢_¢:¢:¢,23/ ’
1 W 1 T T 1| MM — e | 3
S 1 w004 A
| "/;/‘ ] *—*—l—l—l—l/:
-u- OpenSSL::BLAKE2E 10! 4 ;ﬁ/ e
~+- Cryptopp::BLAKE2 = ] ‘i‘/ 30 ]
-V~ Libsodium::BLAKE2 = 5{@&%%(@&%%%555@&@5@5 g$$£§r§§§§§$
TUESANEINTORNERS NN A
~ N .
-#- BLAKE3::BLAKE3 = Buffer Size Buffer Size

BLAKE3 performs well for 1-4 KiB and

requires less trust than offloading

Hazel: Secure and Efficient Disaggregated Storage
Marcin Chrapek, Meni Orenbach, Ahmad Atamli, Marcin Copik, Mikhail Khalilov, Fritz Alder, Torsten Hoefler
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SElect Systems Q Which hashing algorithm is best for secure storage?

@ Implemented 12 different interfaces for hashing (C++ interface)

= SIMD | -® OpenSSL::SHA2564

;l;éA-NI 4 Cryptopp::SHA2564 Throughput (1 thread) Operation (1 thread)
i6 ) b —
-A- Libsodium::SHA256 48 10 1 ;“3\@\?_* 3000 - qe"a‘"‘."‘?—:
E p === =3¢
.- DOCA::SHA256 13 ; ‘ft:/' ' A%i
& ] ,»«-bﬁ+++++++ 1000 7 /ﬁ
- OpenSSL::SHAS 124 S 103 4 N e Raaae oo m ] /W;
~ - SN KA E A .
-¢- Cryptopp::SHA512 ~ 7 /vv’,ga%_;_:_:_:ﬂ_‘_‘_‘_‘ % ] /ﬁgj !71 7/
X N oA gx A + [/
-« Libsodium::SHA512 4 % L7 ] J;;/y(/ £ 300 5=5:5="";;£‘/:‘/'/
E ¥ = = DA A i M
~#- DOCA::SHA512 3 § /aéy/’/ = - ¢:¢:¢:¢_¢:¢:¢Z§/ ’
] 2l 4% NN M —N—p
£ 1 ¥ 100 57
.;/;/l P e e P 3
-u- OpenSSL::BLAKE2S 101 y a7 Hmbmbmbmd =
~+- Cryptopp::BLAKE2 = ] ‘i‘/ 30 ]
-v- Libsodium::BLAKE2 = 5{@&%%(@&%%%5@&55@5@5 g$$§§r§§§§§$
TUESANEINTORNERS NN A
~ N .
-#- BLAKE3::BLAKE3 = Buffer Size Buffer Size

BLAKE3 performs well for 1-4 KiB and

However, BLAKE3 is not strictly

better for all cases!

requires less trust than offloading

Hazel: Secure and Efficient Disaggregated Storage
Marcin Chrapek, Meni Orenbach, Ahmad Atamli, Marcin Copik, Mikhail Khalilov, Fritz Alder, Torsten Hoefler
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Identify bottlenecks
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Identify bottlenecks @ What is a major bottleneck in common HPC workloads?

Networking requires a

protection scheme such as IPsec.
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Identify bottlenecks

@ secure
(J insecure LULESH (120)
COSMOFLOW
S DLRM
‘é RESNET152 .-
<% Graph500 (SSSP 2(53Pl1:; FEHIPSEC®
e - TCPYJ
Graph500 (BFS,25,16) -
Graph500 (SS5P,27,16)
6 2IO 4IO 6|O 8IO 1(I)O

Performance relative to RDMA (%)

Networking requires a

protection scheme such as IPsec.
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Identify bottlenecks Q What is a major bottleneck in common HPC workloads?
@ secure
g insecure LULESH (120)
COSMOFLOW
g DLRM
= RESNET152 -
O
3 GPT3
§ i IPSEC@
Graph500 (SSSP,25,16) — TCPY
Graph500 (BFS,25,16) -
Graph500 (SS5P,27,16)
0 20 40 60 80 100

Performance relative to RDMA (%)

Networking requires a TCP performs reasonably well

protection scheme such as IPsec. IPsec lowers performance by up to 90%.
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Identify bottlenecks

@ secure
(J insecure LULESH (120)
COSMOFLOW
S DLRM
‘é RESNET152 .-
<% Graph500 (SSSP 2(53Pl1:; FEHIPSEC®
e - TCPYJ
Graph500 (BFS,25,16) -
Graph500 (SS5P,27,16)
6 2IO 4IO 6|O 8IO 160

Performance relative to RDMA (%)

Networking requires a TCP performs reasonably well TEEs are not the only source

protection scheme such as IPsec. IPsec lowers performance by up to 90%. of overheads for HPC setups!
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Predict performance QCan we estimate the performance of applications?
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Predict performance QCan we estimate the performance of applications?

@ 11 different applications with subset of runtime parameters (Python interface)
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@ 11 different applications with subset of runtime parameters (Python interface)
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@ 11 different applications with subset of runtime parameters (Python interface
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Predict performance QCan we estimate the performance of applications?

@ 11 different applications with subset of runtime parameters (Python interface)
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More security = more overhead More compute heavy Similar overheads to

(see our taxonomy) = lower overheads example applications

Confidential LLM Inference: Performance and Cost Across CPU and GPU TEEs
Marcin Chrapek, Marcin Copik, Etienne Mettaz, Torsten Hoefler
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Predict performance QCan we estimate the performance of applications?

@ 11 different applications with subset of runtime parameters (Python interface)
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Similar overheads to

We also investigated

More security = more overhead More compute heavy
GPU overheads

(see our taxonomy) = lower overheads example applications

Confidential LLM Inference: Performance and Cost Across CPU and GPU TEEs
Marcin Chrapek, Marcin Copik, Etienne Mettaz, Torsten Hoefler
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Conclusions

More of SPCL’s research:

u youtube.com/@spcl 210+ Talks
u twitter.com/spcl_eth € <5 CH 70 VS
O github.com/spcl 5.6K+ Stars

mMSPCL 9. & cscs ETHziirich

Security and privacy when converging HPC and cloud

CLOUD COMPUTING IN HEALTHCARE AND BIOMEDICINE

BARBARA CALABRESE*AND MARIO CANNATARO!

“[...] security and privacy [...] are
the main challenges |[...] on the
cloud [...]”

“The power of HPC [...] is [...] “[...] allocation of resources is
parallel [...] computing.” flexible and elastic [...]"

Need HPC for Want cloud for Trusted HPC cluster
performance and efficiency, easy of becomes
scalability access, flexibility untrusted cloud
... or spcl.ethz.ch

github.com/spcl/secperf
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Security and privacy when converging HPC and cloud

CLOUD COMPUTING IN HEALTHCARE AND BIOMEDICINE

BARBARA CALABRESE*AND MARIO CANNATARO!

“[...] security and privacy [...] are
the main challenges |[...] on the
cloud [...]”

“The power of HPC [...] is [...]
parallel [...] computing.”

“[...] allocation of resources is
flexible and elastic [...]"

Need HPC for
performance and
scalability access, flexibility

Want cloud for Trusted HPC cluster
efficiency, easy of becomes
untrusted cloud

msEOL 9. e cscs ETHzirich

SecPerf design

Expands User

-
Runs

kg
Configures & docker:

Benchmark specification {}
YAML Unified C++ Python
configuration interface interface

We measure 25 algorithms, 18 network primitives, 29 modern HPC applications.
This makes SecPerf largest evaluation to date of secure hardware and systems.

System description

Generalizable system model

Generalizable security model

System configuration

More of SPCL’s research:

° youtube.com/@spcl 210+ Talks
u twitter.com/spcl_eth € <5 CH 70 VS
O github.com/spcl 5.6K+ Stars

... or spcl.ethz.ch

github.com/spcl/secperf
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Security and privacy when converging HPC and cloud

CLOUD COMPUTING IN HEALTHCARE AND BIOMEDICINE

BARBARA CALABRESE*AND MARIO CANNATARO!

“[...] security and privacy [...] are
the main challenges |[...] on the
cloud [...]”

“The power of HPC [...] is [...] “[...] allocation of resources is
parallel [...] computing.” flexible and elastic [...]”

Trusted HPC cluster
becomes
untrusted cloud

Want cloud for
efficiency, easy of
access, flexibility

Need HPC for
performance and
scalability

& cscs ETHzirich
0 Which hashing algorithm is best for secure storage?
@ Implemented 12 different interfaces for hashing (C++ interface)
=smp  [ooreErenATeR

wBF2
= bsodium:SHAZS6
* DOCA:SHAZS6 151

mMeprL. 9.

Spctethz.ch

The performance of secure systems

‘Throughput (1 thread) Operation (1 thread)

ey

% OpenSSLISHAS128
+: Cryptopp: SHAS12 &
= Libsodium:SHAS126
-+ DOCA:SHAS12 3

Throughput (MB/s)
Time (ns)

-+- OpenSSLIBLAKEZE 1004
-+ Cryptopp:BLAKE2Z
¥ Libsodium::BLAKE2 =

BLAKE3:BLAKEIZ Buffer Size

QBLAKE:«J performs well for 1-4 KiB and @ However, BLAKE3 is not strictly
requires less trust than offloading better for all cases!

= = BT e cscs ETHzirich

Spcletha.ch

SecPerf design

Expands User

-
Runs

kg
Configures & docker:

Benchmark specification {}
YAML Unified C++ Python
configuration interface interface

We measure 25 algorithms, 18 network primitives, 29 modern HPC applications.
This makes SecPerf largest evaluation to date of secure hardware and systems.

System description

Generalizable system model

Generalizable security model

System configuration

More of SPCL’s research:

210+ Talks

u youtube.com/@spcl

1.6K+ Followers

u twitter.com/spcl_eth

O github.com/spcl 5.6K+ Stars

... or spcl.ethz.ch

github.com/spcl/secperf
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Conclusions

More of SPCL’s research:

i @ cscs  ETHziirich

MGSPCL
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Security and privacy when converging HPC and cloud SecPerf design

u youtube.com/@spcl 210+ Talks

Runtime @)

- CMD scripts Q Profilers
Runs

Configures “d'" docker.

Expands User

CLOUD COMPUTING IN HEALTHCARE AND BIOMEDICINE

BARBARA CALABRESE*AND MARIO CANNATARO! System description

u twitter.com/spcl_eth € <5 CH 70 VS

Generalizable system model

“[...] security and privacy [...] are
the main challenges |[...] on the
cloud [...]”

“The power of HPC [...] is [...] “[...] allocation of resources is
parallel [...] computing.” flexible and elastic [...]”

Benchmark specification {}
YA Unified C++ Python
configuration terface interface

We measure 25 algorithms, 18 network primitives, 29 modern HPC applications.
This makes SecPerf largest evaluation to date of secure hardware and systems.

Generalizable security model

O github.com/spcl 5.6K+ Stars

System configuration
Need HPC for Want cloud for Trusted HPC cluster
performance and efficiency, easy of becomes
scalability access, flexibility untrusted cloud

... or spcl.ethz.ch

Qe

mMePpoL 9. <@ cscs ETHzirich W ot @ cscs ETHziirich

Spctethz.ch

The pel’formance of secure systems 0 Which hashing algorithm is best for secure storage?

SR

spclethu.ch

Scaling applications Scaling requires a network protection
scheme such as IPsec.

@ secure
7 insecure  LULESH (120)
& S Throughput 1 thread) COSMOFLOW 1 -
FsE & Lbsodium:-SHAZS6 % - e 3000 c DLRM 4 _
* DOCA:SHAZS6 151 o
S 1000 3 RESNET152 - _
wopmssiimsize B 100 o s =
S cmgensng. T H s GPT3 1 1 IPSEC®
« Ubsodium:shas1z® £ £ 300 | ——
-+ DOCAISHAS 2 - L < Graph500 (SSSP,25,16) — TPy
£ Graph500 (BFS,25,16) -
-#- OpenSSL:BLAKE2S 10t
S —— Graph500 (SSSP,27,16)
B Gy 5 53 R ' ! ' ! T
0 20 40 60 80 100

BLAKE3:BLAKEIZ Buffer Size

Performance relative to RDMA (%)

TCP performs reasonably well
IPsec lowers performance by up to 90%.

Can we somehow minimize
these overheads?

TEEs are not the only source

BLAKE3 performs well for 1-4 KiB and of overheads for HPC setups!

requires less trust than offloading

However, BLAKE3 is not strictly
better for all cases!

github.com/spcl/secperf
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